Teaching Effectiveness on the Moon
Or

Why SUU’s Current Use of Student Evaluations May not be 

Ethical, Legally Defensible, or Scientifically Sound

Bob steps on a scale here on Earth and it reads 150 pounds.  The same scale is transported to the Moon, where Joe steps on it and it reads 40 pounds.  So who weighs more?  The answer is 40-lb Joe.  Someone who “scores” lower actually weighs more!  If Bob and Joe were both on Earth or both on the Moon, the scale would clearly show that Joe is heavier.  But that’s not the point.  The point is: the same scale under two different conditions gives different answers – so different that rank ordering can reverse.  That’s a problem and it is the same type of problem that has been demonstrated to exist with another scale near and dear to our hearts: student evaluations of teaching effectiveness.  Gosh, do you think Joe could be a more effective teacher than Bob, even though their averages on Question 9 (THE question on our student evals) are 4.0 and 4.1, respectively?  Of course.  Unfortunately, measuring teacher effectiveness is much more difficult than measuring weight and the former can affect our ranks, pay, and even job security.  For this and other reasons, SUU’s current use of student evaluations may not be ethical, legally defensible, or scientifically sound.  


Answering the weight of Bob-on-Earth vs. Joe-on-Moon question is easy because we need to consider only one variable, gravity.  Moreover, gravity (basically) can be represented by a well-known constant on Earth and a well-known constant on the Moon.  As I said, comparing Bob and Joe on teaching effectiveness is a much more difficult problem for at least three reasons.  First, many variables affect our students’ ratings of teaching effectiveness other than the effectiveness of the teacher: class meeting times, physical characteristics of the classroom, difficulty of material, how inherently interesting course material is, students’ reasons for taking the class, student ability, and many others.  Second, we haven’t identified all of the variables that affect our ratings.  Third, we don’t have well-known constants to weight the variables we have identified.  How much worse is it to teach a class in Music 207 vs. Business 101?  (I don’t know, but without blinking an eye, I’d bet $100 that it is worse.)  So, not only does our current process overlook relevant variables, we don’t even know what all of those variables are, and even if we did we wouldn’t know how to weight their relative effects.  In sum, if your Question 9 average is higher than a colleague’s, no one knows who is more effective.

A purely ethical objection exists as well.  Some of the variables that may affect student evaluations are not under the control of instructors; they are controlled by administration.  If a department chair assigns Instructor X to teach a difficult, required course, with an expensive required text, in an unappealing room, at an unappealing time, to a large class, then Instructor X starts with six strikes, before Instructor X ever walks through the door.  It seems unfair and unethical to use Instructor X’s student evaluations from this class for personnel decisions when the deck was stacked from the start.  


What does this mean for faculty?  We should all insist on teaching the exact same thing: CSI: Serial Killer Profiling (or whatever class is the most fun), in Business 101 (or whatever the nicest room is), from 12-1 (or whatever the most popular time is), only on sunny days, while giving all A’s, while requiring no work, of the very best students (selected by “instructor permission” prerequisite).  Alternatively, SUU could avoid using small differences in student evaluation scores for summative purposes and personnel decisions.

But wait – the situation is much worse than what I’ve portrayed so far.  It makes no sense to add, subtract, divide, multiply, average, or calculate proportions with student ratings.  Bob weighs 150 lbs on Earth, 25 lbs on the Moon, and 50 lbs on Mars.  So, I guess Bob’s average weight is 75.  75?  That’s a meaningless, useless number that doesn’t represent Bob’s weight anywhere.  By the way, Bob teaches three different courses, with different subject matter, different difficulties, in different rooms (and buildings), at different meeting times, to different students, who have different reasons for being there.  His Question 9 averages are 3.8, 4.1, and 4.3.  So his average of averages is 4.07.  Now that must be a meaningful number – just like his average weight.  First, his within-class ratings should never have been averaged; second, his class averages should never have been averaged.  

What is the solution to this problem?  Typically it is ignorance, either remain unaware of it, or once aware of it, just ignore it.  Those choosing the head-in-the-sand approach have a solid defense: everyone else does it, AKA the 4-year-old defense.  

But wait – the situation is much worse than what I’ve portrayed so far.  Even ignoring context effects, there is a second, more fundamental, reason the aforementioned computations should not be computed.  Holding context constant, a pound is a pound, an inch is an inch; they are directly observable, we know what they mean, and most importantly, each inch is as big as every other inch.  Unfortunately, a “teaching-effectiveness-unit” is not directly observable and the distances between points on our Question 9 scale are not equal.  Take three ratings of instructor A: 2.0, 3.0, and 4.0 on Question 9.  We don’t know that 2.0 and 4.0 are equidistant from 3.0 with regard to the thing we are trying to measure: teaching effectiveness.  In fact, I highly doubt it (based on the fact that ratings are skewed and everyone is above the midpoint of 3.0).  So, it would be logically and statistically inappropriate to add them up and divide by 3.  As I said, this is a fundamental problem; the characteristics of the measure (e.g., nominal, ordinal, interval) determine which mathematical operations are permissible (logical).  Every PSY 3430 student learns this in the first two weeks of class (if we taught it effectively).  The problem applies to comparisons between instructors as well.  Take three instructors A, B, and C who are rated 3.8, 4.0, and 4.2 on Question 9, respectively.  We don’t know that A and C differ from B by the same amount on teaching effectiveness.  


To reiterate, the last two examples involve the unrealistic assumption that context is held constant.  If we drop that unrealistic assumption, then as I pointed out above, we don’t even know which instructor (A, B, or C) is the most effective; the order could be reversed.

What is the typical solution to this problem?  Again, ignore it.


But wait – the situation is much worse than what I’ve portrayed so far.  Even if we ignore these “esoteric, scientific” problems, we run into ethical problems recognized by organizations such as the American Educational Research Association, the American Psychological Association, and the National Council on Measurement in Education.  The reliability and validity of SUU’s student evaluation surveys have not been evaluated.  Use of unvalidated measures is unethical.

How confident should we be in the judgments and decisions based on student evaluations?  Measurements always contain error.  Results of national polls recognize this when they present a margin of error, for instance, 40% plus or minus 3%.  This means the pollsters are 95% confident that the real value is between 37% and 43%.  How confident are we that our Question 9 ratings are accurate?  What is their margin of error?  Without knowing the answers to these questions we can’t be 95% sure of anything: not that an instructor with a higher rating is more effective than an instructor with a lower rating; not that our teaching has improved; not that our teaching meets whatever standard is set as satisfactory.  If we can’t be sure, then administration and LRT committees can’t be sure either.  Do we really want them making rank and salary decisions based on Question 9 ratings given this uncertainty?  


A reliability estimate is an indication of how much error is present, when a given measure is applied to a given sample.  It allows calculation of the standard error of the measure (SEM), which in turn allows us to calculate confidence intervals.  Reliability estimates and SEMs are trivial calculations given a dataset and statistical software such as SPSS, for which SUU had a site license.  However, SUU administration has never had the reliability of SUU’s student evaluations evaluated.  (Or if they have, they haven’t shared this information.)  As mentioned above, using student evaluations without running these simple calculations is unethical according to the AERA, the APA, and the NCME.  Not only has SUU administration neglected to evaluate reliability, it was the policy of the previous Provost that raw data from student evaluations would not be shared with faculty (Mark Walton, IT Department, personal communication).  Let me be clear; I am not accusing SUU administration.  I’m sure this was an oversight, one that can be addressed in several ways.  

But wait – the situation is much worse than what I’ve portrayed so far.  Establishing reliability is easy compared to establishing validity.  The latter takes many studies involving much more complex designs than reliability studies.  Numerous articles challenge the validity of student evaluations in general.  Therefore, it would require years and many dollars for SUU’s administration to establish the validity of our student evaluations in order to meet ethical standards.

As I said, SUU’s questionable use of student evaluations could be addressed in several ways. Two obvious, simple, and compatible solutions exist.  First, prioritize the facilitation of effective instruction by using student evaluations for formative purposes (i.e., feedback for improvement).  This would entail collecting evaluations early in the semester (e.g., week 5) when time remained to make improvements.  Second, for summative purposes (e.g., LRT) develop a process to assign instructors into broad categories (e.g., exceptional, adequate, needs improvement) based on student evaluations.  To avoid inappropriate comparisons, finer-grained metrics (i.e., means) should not be made available to department chairs and LRT committees.  These policy changes would be in the best interest of the administration, faculty, and most importantly – our students.  


Administration would extricate itself from a legally vulnerable situation and model ethical behavior.  Faculty would no longer be subject to decisions based on this particular set of flawed data.  Students would take evaluations more seriously and, more importantly, the same students who make constructive suggestions could reap their benefits during the same semester.

